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Agenda

● Streaming Analytics on Massive(Previously Polygon) stock data
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STREAMING ANALYTICS



Spark Streaming

https://spark.apache.org/docs/latest/streaming-programming-guide.html
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Dstream

● A basic abstraction provided by Spark Streaming

● Represents a continuous stream of data

● Contains a continuous series of RDDs at different time



Dstream Example



Spark Structured Streaming
Tumbling Window

Sliding Window



Streaming Analytics Setup

● Step 1: Create your account using your Columbia email ID on Massive

https://massive.com/dashboard/keys


● Step 2: Login and Save your API Key from Dashboard (You will use your own unique 

API key in the following exercise)

Streaming Analytics Setup



● Step 3: Pull data from Massive

Streaming Analytics Setup



● Step 4: Create your GCP Dataproc Cluster as done for previous assignments and setup the Massive API

Streaming Analytics Setup



TO DO

1. Pull the stock data of “AAPL” at 1-minute level resolution every 5 minutes. Each such pull made 

once every 5 minutes should have data from the (current timestamp - one hour) to the current 

timestamp when you hit the api i.e. one hour's worth of data in each pull. Let this entire process run 

for 30 minutes. At the end of your program, your code should have generated ~1.5 hours worth of 

data for the stock and the api should have been called 7 times (once every 5 minutes, over a period of 

30 minutes).



TO DO

2. In each data pull, the data should be incrementally loaded into a Spark data frame where the data 

frame schema will be [‘Stock Name’, “UTC Timestamp”, “c”, “l”, ”h”, ”o”, ”v”]

Sample flow of incremental update operation:

Data Currently in dataframe Data from latest api pull
Final dataframe state after 

incremental update



TO DO

3. Every 5 minutes, after inserting data into the dataframe, compute the 30-minute moving averages 

for the stock's "c", "l", "h", "o", and "v" values. Store these moving averages incrementally in a 

separate PySpark dataframe with the schema [“Datetime", “c_MA", "l_MA", "h_MA", "o_MA", 

"v_MA"], where “Datetime" represents the end timestamp of the moving average window.

Moving Averages for the data 

called till 2023-10-02 22:42:00

Moving Averages for all the data present 

after next api call at 2023-10-02 22:46:00



To Submit:

- PDF with screenshots of your code, brief explanation of the code worflow and the 

results i.e. dataframe holding the streamed data and the dataframe holding the 

moving averages. 

- Code file for Streaming Analytics section 

Important Notes:

- You may not get the data for each minute level timestep, there may be a few data points missing 

here and there which is fine but ensure that the majority of the expected timestamps are present in 

each pull. 
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